
Hypotheses Testing 
are an essential item in many scientific 

studies.  

The most fundamental tests of hypotheses, 

assuming that the random variable 

distributions are known − the so-called 

parametric tests. 



Hypothesis Testing Procedure 

Any test procedure assessing whether or not H0 
should be rejected can be summarised as follows: 

1. Choose a suitable test statistic tn(x), dependent on 
the n-dimensional sample x = [x1 , x2 ,…, xn ] , 
considered a value of a random variable, T ≡ tn(X), 
where X denotes the n-dimensional random 
variable associated to the sampling process. 

2. Choose a level of significance α and use it together 
with the sampling distribution of T in order to 
determine the critical region C for H0. 

3. Test decision: If tn(x)∈ C, then reject H0, otherwise 
do not reject H0. In the first case, the test is said to 
be significant (at level α); in the second case, the 
test is non-significant. 



Test Errors and Test Power 

In general,  any decision derived from 

hypothesis testing has a certain degree of 

uncertainty. 

 Type I Error: α = P(H0 is true and, based 

on the test, we reject H0). 

 Type II Error: β = P(H0 is false and, based 

on the test, we accept H0). 



Inference on One Population 

 Test statistics, z, we will take our summary measure 
of center (sample mean 𝒙 ),  

 Subtract from it our hypothesized center of the data 
(μ0), and  

 Divide that difference by the measure of variability 
for the population mean. If we knew the population 
standard deviation was (say σ), then we know the 
standard error the of the mean will be σ/√n, and  

 Our test statistic would become 

𝒛 =
𝒙 − 𝝁𝟎

𝝈𝒙 
 



Inference on One Population 

 If we do not know the “true” population 
standard deviation σ.  

 Intuitively, if we don’t know the population 
mean –> there is no way for us to know the 
population standard deviation.  

 Since we don’t know the population standard 
deviation, replace it with the sample standard 
deviation s.  

 This yields the following test statistic 

𝒕 =
𝒙 − 𝝁𝟎

𝒔 𝒏 
 



Inference on One Population 
 To conduct the t-test we use the t.test function in R. 

R-function for t-test 

t.test(x, alternative = c("two.sided","less",   

           "greater"), mu, conf.level) 

 The first item in the t.test function is the data we 
want to test against. 

 We must also state the alternative hypothesis using 
the alternative statement. 

 Possible Sets of Hypotheses for a Population mean 
Based Upon Key Phrases in a Research Question. 



R-function for t-test (cons.) 

t.test(x, alternative = 
c("two.sided","less",   

           "greater"), mu, conf.level) 

 We need to specify the assumed mean from 
the null hypothesis. 

 The last argument is conf.level.  

◦ The critical value needed for hypothesis testing 
will also be sample size dependent. 

◦ The critical values for various sample sizes and 
significance levels are provided in the table. 



Critical Values from the t-Distribution 

 One-sided test, all of our significance in that one tail, so we would 
use the stated α in the Table. 

 Two-tailed test, our significance level was α = 0.05 with n = 30, 
then we would look under α = 0.025 and select 2.045 (and 
−2.045) as our critical value(s). 



Inference on One Population 

Ex1: Meteo (meteorological) dataset. Perform the 
single mean test on the variable T80, representing 
the maximum temperature registered during 1980 
at several weather stations in Portugal. 
◦ An average maximum temperature of 37.5º, which will 

be used as the test value. 

◦ The purpose of the test is to assess whether or not 
1980 was a “typical” year in regard to average 
maximum temperature. We then formalise the single 
mean test as: 

 H0: μ T80 = 37.5 . 

 HA: μ T80 ≠ 37.5 . 

 

 



Ex: Meteo (meteorological) dataset (cons). 

 t.test(T80,alternative= "two.sided", mu=37.5, conf.level 
= 0.99) 

         One Sample t-test 

 

 data:  T80 

 t = -0.13636, df = 24, p-value = 0.8927 

 alternative hypothesis: true mean is not equal to 37.5 

 99 percent confidence interval: 

  36.20935 38.67065 

 sample estimates: 

mean of x  

     37.44 



t.test() Results 
 Calculating p-values using the t-distribution is 

complicated and cannot be done with much 
fidelity through the table. 

 We rely on statistical software to calculate p-
values. 

 If p-value < α, then the null hypothesis is 
rejected; otherwise we fail to reject the null 
hypothesis. 

 For our example with the two-tailed alternative, 
the correct p-value is 0.8927, which is not 
smaller than the significance level α = 0.01, so 
we fail to reject the null hypothesis that the 
mean temperature in 1980 is equal to 37.5. 



Testing Result Interpretation  
 If we reject the null hypothesis, then we 

conclude that the population mean is most 
likely less than, greater than, or different from 
the hypothesized value. 

 Alternatively, if we fail to reject the null 
hypothesis, then we state that there is no 
evidence to suggest that the population mean is 
somehow different from the hypothesized 
value.  

 Remember that hypothesis tests make 
statements about the population parameters, 
not the sample statistics. 



Confidence Intervals 

 Additional aspect to the data summary, t.test() 
provide a confidence interval of the population 
mean. 

 The interval is centered at the sample mean, and 
the width of the interval is dependent (mostly) 
upon the standard deviation. 

 Confidence interval consists of three things:  

◦ a point estimate: sample mean 

◦ a measure of variability: sample standard error of the 
mean 

◦ and a probabilistic measure. 



Confidence Intervals (cont.) 
From t.test(), we have sample mean = 37.44, s = 2.2, n=25, 

𝛼

2
= 0.005,

𝑡0.005,24 =2.7969 

 Confidence interval = 𝑥 ± 𝑠 𝑛 𝑡0.005,24 

= [37.44-(2.2/5)*2.7969,   37.44+(2.2/5)*2.7969] 

=[36.2093, 38.6707] 

 

 t.test(T80, conf.level=0.99)  ## Omit the mu= and alterantive= 

        One Sample t-test 

data:  T80 

t = 85.091, df = 24, p-value < 2.2e-16 

alternative hypothesis: true mean is not equal to 0 

99 percent confidence interval: 

 36.20935 38.67065 

sample estimates: 

mean of x  

    37.44 



Comparing  

a Population Proportion 
 Verify our assumptions and summarize data, 

It combine the two pieces into a statistical 
test. 

 Translate our research question into testable 
hypotheses:  

Ex: 200 patients treatment to alleviate side-
effects from a rigorous drug regimen at a 
particular hospital, where 33 patients 
experienced reduced or no side-effects. 

The sample proportion:  p^ = 33/200 = 0.165 



Comparing  

a Population Proportion 

Form the Ex:  

 Is this a reasonable presumption?  

 What if we had collected a different sample 

of patients from this hospital (or from a 

different hospital, for that matter)? 

  Would the sample proportion change?  

   If so, how much would it change? 



Statistical decision making 

 Based on our assumption of p = 0.10, the 

observed success rate ˆp = 0.165, does not 

seem likely? 

So what do we conclude?  

 There are two likely outcomes:  

(i) Our assumption of the population 

proportion was correct and our sample 

data are wrong (or at best unlikely), or  

(ii) Our sample data is more reflective of the 

“truth” and our assumption was wrong. 



Histogram Summarizing Results from a Simulation Study of 1, 000 

Samples of 200 Dichotomous Outcomes with an Assumed Success 

Rate of p = 0.10. 



Test and Decision Making 

(with R Code) 
 As seen from the picture, standard normal 

distribution can use to test hypotheses 
about the population parameter. 

 z – test statistic of population parameter 

𝑧 =
𝑝 − 𝑝0

𝑝0(1 − 𝑝0) 𝑛 
 

 Our example, recall that x = 33, n = 200, ˆp 
= 0.165, and p0 = 0.10.  

 Thus, our test statistics is z=3.064 



Test and Decision Making 

(with R Code) 
 The sample proportion 0.165 is slightly 

more than three standard deviations 

above the hypothesized population 

proportion 0.10. 

 R function, prop.test(), provides an 

equivalent test for proportions, the syntax 

for which is as follows: 

 prop.test( x, n, p=p0 ) 



Test and Decision Making 

(with R Code) 
> prop.test(x=33, n=200, p=0.1, correct=FALSE) 
 

        1-sample proportions test without continuity correction 

 

data:  33 out of 200, null probability 0.1 

X-squared = 9.3889, df = 1, p-value = 0.002183 

alternative hypothesis: true p is not equal to 0.1 

95 percent confidence interval: 

 0.1199686 0.2226578 

sample estimates: 

    p  

0.165  



Critical Values and Rejection (Acceptance) Regions for  

Hypothesis Test of a Proportion for Given Significance Levels (α) 

and Alternative Hypotheses. 



Test and Decision Making 

(with R Code) 
 In our example, say our original research 

statement was:  

the proportion of subjects who experience reduced 

side-effects from this treatment is greater than 0.10. 

 This means our hypothesis is: 

Null hypothesis, H0 : p = 0.10 and  

Alternative hypothesis, HA : p > 0.10 

Our test statistic as z = 3.06, which falls in the 

rejection region, so we reject H0 in favor of HA. 



Test and Decision Making 

(with R Code) 
> prop.test(x=33, n=200, p=0.10, alternative ="greater", 
correct=FALSE) 

 

        1-sample proportions test without continuity 
correction 

 

data:  33 out of 200, null probability 0.1 

X-squared = 9.3889, df = 1, p-value = 0.001092 

alternative hypothesis: true p is greater than 0.1 

95 percent confidence interval: 

 0.1263564 1.0000000 

sample estimates: 

    p  

0.165  



Conclusion 

 In our example, our test statistic fell in the 
rejection region (the p-value was also smaller 
than the significance level),  

 So we rejected the null hypothesis (H0 : p = 
0.10) in favor of the alternative (HA : p > 0.10).  

 So we would declare that the evidence suggests 
the success rate of this treatment at reducing 
side-effects is likely greater than 0.10.  

 Notice that we did not claim that the success 
rate is greater than 0.10.  

 This is because we only have statistical 
evidence, which is not the same as definitive 
proof. 



Exact binomial test in R 
Syntax is similar to the test on proportions using 
the prop.test() function and is given by: 

>binom.test(x, n, p=p0, alternative =   

       c("two.sided", "less", "greater"),  

       conf.level = 0.95) 

 where x is the number of successes,  

 n is the number of trials,  

 p0 is the hypothesized value,  

 alternative corresponds to which type of 
alternative 

 hypothesis you have (with options: "two.sided" 
"less" and "greater") 

 and "conf.level" is the desired confidence level 

 



Exact binomial test in R 
> binom.test(x=33, n=200, p=0.1, alternative="greater") 

 

        Exact binomial test 

 

data:  33 and 200 

number of successes = 33, number of trials = 200, p-value = 
0.002916 

alternative hypothesis: true probability of success is greater 
than 0.1 

95 percent confidence interval: 

 0.1232791 1.0000000 

sample estimates: 

probability of success  

                 0.165  


